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Connex: Endpoint Mobility Primitives for Dynamic LLM Serving

How should an in-flight stream continue when its endpoint moves?



Elastic serving continuously rewrites the comm topology

Serving elasticity ultimately changes who communicates with whom.
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DistServe/Splitwise (PD); FlexPipe (EuroSys’26, PP); Jeon/Weng (GPU fail rate); SpotServe (30 s notice).
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Dynamic serving creates a dynamic communication graph

Scale, rebalance, preempt, and fail change edges, not only the worker set.

SCALE Prefill and decode pools

grow independently.

REBALANCE Next PP stage or

KV peer is remapped.

PREEMPT Spot capacity can

disappear in 30 s.

FAIL A departed peer breaks live

edges.

Prefill pool Decode pool

Prefill 1

Prefill 2

Prefill 3

Decode 1

Decode 2

Decode 3

Leave

Join

Fail

Migrate

in-flight request

The control plane chooses placement. The com-
munication layer must survive the transition.
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An admitted request makes topology change stateful

Future routing is easy. Hard case: the changing edge already carries live request state.

• PD edges carry large KV
transfers.

• PP edges carry ordered
activations.

• Streams also carry token-level
progress.

Architecture-dependent: KV,

activations, and/or stream progress.

PD Prefill Decode

KV transfer

PP Stage i Stage i+1

activations
peer gone

Dynamic topology is not hard by itself. Dy-
namic topology + in-flight progress is.

DistServe (OSDI’24); Splitwise (ISCA’24); Mooncake (FAST’25)
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Existing comm abstractions assume a more stable peer set

High-performance APIs still bind correctness and performance to a relatively stable group.

Typical communication abstraction Elastic serving reality

Fixed / explicit membership → Membership changes at runtime

Route / address tied to peer → Placement changes under a stable name

Connection lifetime ≈ group lifetime → Endpoint can be replaced mid-stream

Stationary resource bottleneck → Recovery shifts congestion

For NCCL/ProcessGroup, a logical-topology
change becomes a membership/rank change.
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A local change can trigger wide tail latency

Finding a replacement is not enough. Communication state must converge across the transition.
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1 47% goodput in the churn window

(Fig. 2).

2 ∼2 s detect/spawn vs ∼8 s elevated P99.

3 Process-group reinit: 5–15 s.

Disruption outlasts failure detection. The issue is

state across the topology transition.
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Challenge 1: Where is the logical peer now?

How do we bound stale routing without synchronizing the whole communication group?

LID

cache: addr A, epoch 41

current: addr B, epoch 42

Worker A

Worker B

blackhole / timeout
or retry to stale map

Stale caches blackhole traffic or retry into an old placement.
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Challenge 2: Where should an in-flight stream resume?

Knowing B is not enough. Progress across the move must have a named boundary.

Prefill

Decode A

Decode B

live stream

endpoint moves

104 acked

105 in flight

106 unsent

Does 105 count?

Resume at 105 or 106?

Who owns A/B overlap?

Does 105 count? Resume at 105 or 106? Who
owns A/B overlap? When can A release?
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Challenge 3: The transition itself creates a new bottleneck

Topology change injects competing traffic. Isolation is not ordinary congestion control.

topology change replay / transfer / warm-up
connection setup

foreground

shared Rx / NIC

transition injects competing traffic

Replay, state transfer, and warm-up share the receiver with the request path.
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Existing systems solve different pieces of this transition

Data movers, orchestrators, and Shrink each help. Live topology change still lacks one contract.

system already provides boundary that remains

NIXL
Fast async P2P + dy-
namic agent metadata

No successor for an
already-posted transfer

Mooncake
KV-cache transfer /
high-speed RDMA

No ordered stream contin-
uation across replacement

NCCL Shrink
Communicator mem-

bership change
No LID or per-stream

progress across newcomm

Dynamo
Worker discovery, rout-

ing, P/D handoff
Drain on removal; no mid-request switch

Retry / restart Restores liveness after failure Discards partial progress; amplifies tail

What is missing is a contract for communication across a live topology transition.

Shrink, Dynamo, and NIXL solve pieces of reconfiguration, not in-flight continuation.
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Communicator reconfiguration is not stream handover

Shrink overlaps on topology reconfiguration. Connex adds application-visible in-flight progress to
the transition contract.
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NCCL 2.27: ncclCommShrink. Membership change ̸= stream continuation.
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Connex: make endpoint mobility a communication contract

The problem is continuity across a live topology transition. The triad enforces it.

Mobility gap Contract guarantee Connex mechanism

Stale placement Stable identity + bounded
route convergence LID + epoch + redirect

Uncertain progress Ordered, duplicate-
free continuation

Seq/ACK + handover + dedup

Recovery interference Enforceable recovery isolation Per-class credits

In-flight progress is part of the topology-transition contract.
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Connex sits between serving and transport

Applications name a stable LID; placement and path selection stay inside Connex.

③ Mobility Contract Enforcement

Applications (LLM Workers / Elastic Serving Plane)

① Generate Data Stream
LID Epoch Seq# Class

Cache LID→(Addr,Epoch)

② Initiate Handover
Target Ep+1 Window

Prepare→Cutover→Commit

LID Directory

Addr, Epoch, Lease

Stream State

SeqNo, Dedup Bitmap

Credit Pool

Token/BG Class

ConnexTransport Layer

Capability Detect

GDR/Proxy/MTU

Connection Pool

Per-Node Reuse

Transport Select

RDMA/UCX/TCP

ConnexPhysical Layout

Stale Route
(Epoch 4)

→REDIR

Active RDMA Conn
(LID:0x1, Ep:5)

TCP Fallback

GDR Ring Buffer

Credit Tracker

④ Credit
LID Grant

ASSIGN REQ

LID→Addr lookup

Endpoint reuse

EPOCH BUMP

Shadow warmup

Bounded retransmit

REDIRECT

Credit grant

Buffer→Credit

caps path select

→ Data Path
− → Churn Path
→ Backpressure

Three layers

NAME Application sends to a logical

endpoint.

RESOLVE Directory versions placement

with an epoch.

SEND Payloads use pooled RDMA,

UCX, or TCP.

Connex does not replace

NIXL/Mooncake/UCX. It defines mobility

semantics above them.
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Design 1: Epoch routing bounds convergence

A stale epoch cannot supersede the current epoch. No global barrier.

LID

addr A epoch e

addr B epoch e+1

Worker A

Worker B
stable identity

placement version

Epoch bump
accept e+1

Stale packet
epoch e

REDIRECT
new addr + e+1

Converge
cache update

per LID, no global barrier

LID is the stable name. Packets carry epoch. Stale packets get REDIRECT.

Epoch moves the route; it does not move stream progress.
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Design 2: Safe handover needs a known progress boundary

Finding B is not enough. Decide from where B continues.

Route is current
Stale epoch cannot supersede.

Epoch advances monotonically per LID.

Progress is known
Highest contiguous Seq is committed.

Replay never re-delivers committed bytes.

Overlap is covered
New path covers the unacked window.

Then the old path may be released.

Routing decides where. Sequence state decides from where. Commit decides when.
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Prepare establishes the path; commit advances ownership

Epoch moves the route. Handover moves the stream. Commit transfers ownership.

1 Prepare

Install handover state;

establish the shadow path.

2 Cutover

Dual-path seq 105; B dedups.

3 Commit

ACK 105, then release A.

Sender Old A New B Directoryseq 104

ACK 104

PREPARE

allocate
ready

seq 105

seq 105

dedup / bufferACK 105

COMMIT

stop A / release
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A new worker does not imply a new stream

Epoch tells us where. Seq/ACK tells us how far.

Endpoint state

LID

epoch

address / lease

Stream state

stream ID

seq / contiguous ACK

dedup window

Epoch answers where. Seq/ACK answers how far.

Endpoint state and stream state stay separate

LID Stable name. A move does not rename the peer.

EPOCH Versions the mapping. Address and lease

are only the binding.

STREAM Seq, contiguous ACK, and the dedup

window stay with the stream.

Progress resumes from the committed Seq, not from the

new worker.
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Design 3: Bound mobility-induced interference

Third guarantee: mobility must not wreck foreground performance.

endpoint change

replay / transfer / warm-up

shared Rx buffers

foreground HOL

Replay and warm-up share the Rx.

Isolation keeps them from blocking

the token stream.

Foreground Recovery

credit C credit B

receiver

admission frontier
admitted region

foreground recovery capped

foreground reserve

Per-class credits bound admission. Recovery is capped below receiver

capacity, preserving headroom for latency-critical foreground traffic.

FlexPass (EuroSys’23); Credit-Based Transport (SIGCOMM’25).
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Hide mobility work off the common path

Steady state reuses the route cache, connection pool, and registrations.

route cache conn. pool transport reg. buffer

directory redirect

common path

off the payload fast path
cache miss / epoch change / handover

1 2000 endpoints; ∼1k updates/s.

2 Route-refresh p99 <10ms.

3 25B header: <0.05% on

64KB.

Directory and header tax stay off the

payload fast path.
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Mobility changes the reconfiguration critical path

Member-leave. Measured NCCL 2.27.5 Shrink. Connex blocks only on cutover.

NCCL drain / abort group coord. new communicator

blocking

Connex
old path still serving

shadow prepare
cutover

blocking

Who participates: communicator vs affected pair.

What blocks: newcomm vs final cutover.

554 → 30 → 11ms

reinit / Shrink / Connex cutover

Shrink: collective / safe point ABORT: collective + abort Connex: pair-local cutover
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Blocking p50 (ms)

ncclCommShrink
(global quiesce)

ncclCommShrink (abort)
(global quiesce)

destroy+reinit
(global quiesce)
Connex cutover

(pair-local)
Connex prepare

(background)

29.9 ms (Δtail 8.8)

27.2 ms (Δtail 6.6)

554.1 ms (Δtail 1.4)

11.1 ms (Δtail 0.7)

0.0 ms (Δtail 43.7)

(b) Scope vs blocking cost
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Does locality preserve serving under churn?

Pair-local recovery protects goodput and tail when an endpoint moves.
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Dynamic topology needs endpoint mobility

Dynamic topology itself is not the hard part. Dynamic topology + in-flight progress is.

Sender Decode A

Before

stream stops

Sender

Decode A

Decode B

same LID

After: stream continues

Connex makes in-flight progress part of the topology-transition contract.

Keep the logical endpoint. Continue from known progress.
Bound the recovery impact.
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Questions

Dynamic topology + in-flight progress is the hard part.

Thank you.

How should an in-flight stream continue when its endpoint moves?

Keep the logical endpoint. Continue from known progress.
Bound the recovery impact.

Yanying Lin

yy.lin1@siat.ac.cn

https://yanyinglin.github.io
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Backup: Why not just Shrink/Grow?

Shrink/Grow makes membership elastic. Connex makes an active stream mobile.

NCCL Shrink/Grow Connex

Unit communicator logical endpoint / stream

Coordination participating ranks affected pair

Transition construct new communicator update mapping + handover

Active traffic drain/abort before transition continues during prepare

State reuse communicator-dependent connection/MR pools by design

Continuity membership only seq/ACK + dedup

The gain is the abstraction boundary, not a faster communicator rebuild.

Connex — SIGCOMM ’26 SIGCOMM 2026 · Denver A1



Backup: a mobility contract must preserve three things

Identity, ordered continuation, and isolation must survive a placement change together.

Sender

Decode A

Decode B

Stable identity

Ordered continuation

Isolation

same logical peer

This contract, not any one mechanism, is Connex’s abstraction.
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Backup: full protocol overview (Fig. 5)

Epoch state converges the endpoint; sequence state preserves stream progress.

- -▶ Control/State Update −→ Data Path / Packet Flow - -▶ Logical Mapping
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LID: Worker-A Stable Identity

Accept Set
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prev epoch: 41

RoutingEntry
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epoch: 42
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Control Plane

maps to
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(b) Stale Detection Logic

Sticky Cache

Dest: LID-ACached: Ep 41

TTL-based

PacketEp: 41

Receiver Nodeaccept epoch[LID]: 42

send

route

REDIRECT New:Ep 42 Addr: ...

41 < 42
Stale Detect

cache invalidate

(c) Handover & Dedup

Stream ID

Dedup Window

Expected: 105[1][0][1][1]...

(req id, dir)

sliding window

Prepare Cutover Commit
new path confirm

Dual-Path
Processing

Check(Ep, Seq)
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Backup: one stream, one move

The LID stays. Progress resumes from the committed Seq. Recovery stays capped.

104→A
ACK

epoch
bump

105
redirect

B
prepared

dual
105

B
dedups

ACK
commits

release
A

Identity stays stable. Progress advances once. Recovery remains bounded.
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Backup: steady-state serving
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Backup: header cost at 64KB

Compact header is about 0.04% of a 64KB serving payload.
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Backup: three causes over time (Fig. 3)
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